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Abstract—This report describes the SLAM algorithm used for
the SLAM track of the Hilti x Trimble SLAM Challenge 2026.
The method estimates a metric camera trajectory from visual
and inertial measurements. The local estimator is developed
from OpenVINS, followed by a loop-backend correction stage.
The system uses a two-stage initialization to improve trajectory
coverage. The loop stage uses DBoW-style retrieval and computes
loop-closure results. The submitted trajectory is the loop-backend
corrected trajectory.

I. INTRODUCTION

This submission addresses the SLAM track only. The input
is the image and IMU stream for each sequence, and the output
is a continuous metric camera trajectory. Construction sites
are difficult for visual-inertial estimation: the camera can pass
through low-texture areas, repeated corridors, abrupt viewpoint
changes, and long segments before a useful revisit occurs.

The pipeline is split into local estimation and loop cor-
rection. The local part starts with vision-only odometry
and switches to visual-inertial estimation after VIBA initial-
izes the inertial frame, velocity, and scale. The two-stage
startup follows the vision-first initialization design of ORB-
SLAM3 [1]. Within the VIBA stage, featureless initialization
and maximum-likelihood refinement follow the initialization
strategy of sqrtVINS [2]. The visual-inertial estimator follows
the same multi-state filtering architecture as OpenVINS [3].
The loop stage uses verified revisit constraints to reduce drift
through a 4-DoF pose graph.

The final output of the method is the loop-backend corrected
trajectory.

II. METHOD OVERVIEW

The method keeps the local estimator and the loop corrector
separate. Local estimation tracks the sequence and provides
metric odometry. Loop correction is only applied after a
candidate revisit passes geometric checks and a local metric
alignment step. Fig. 1 summarizes the algorithmic flow.

This layout avoids forcing the inertial state to be solved at
the start of a sequence. Vision-only odometry keeps the trajec-
tory alive until the motion is useful for inertial initialization.
After VIBA, IMU propagation and visual updates handle local
tracking. The loop backend changes the trajectory only when
a verified metric loop edge is available.

III. VISUAL MEASUREMENTS AND VISION-TO-INERTIAL
INITIALIZATION

The visual front end tracks image features and converts them
into calibrated bearing observations. These bearings are used
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Fig. 1. Algorithm pipeline for the SLAM track.

by the startup stage, the VIBA initializer, and the loop verifier.
Initialization has two stages.

Stage I: vision-only odometry startup. The system first
estimates a short visual trajectory from image measurements
alone. At this point the inertial frame, velocity, gravity direc-
tion, and scale are not fixed. The goal is simple: keep tracking
while the sequence has not yet provided enough motion for
a stable visual-inertial initialization. This reduces the chance
that the first part of a sequence is dropped because the initial
IMU motion is weak.

Stage II: VIBA inertial initialization. Once the motion
sufficiency check passes, the VIBA initializer combines the
visual odometry segment with IMU measurements. Within
this VIBA stage, a featureless visual-inertial initialization
is followed by feature-based maximum-likelihood estimation
(MLE), following the initialization strategy of sqrtVINS [2].
The result initializes the inertial coordinate frame, velocity,
and metric scale. The initialized state is then passed to the
visual-inertial estimator for normal tracking.

IV. VISUAL-INERTIAL ODOMETRY WITH MULTI-STATE
FILTERING

After initialization, the local estimator adopts the same
multi-state visual-inertial estimation architecture as Open-
VINS [3]. IMU measurements propagate the state between
camera frames. Tracked visual features constrain the active



clone window. Old information is marginalized as new mea-
surements arrive.

The local state is IMU-centric. At time k, the core state is
represented as
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where R; 1 and py; , are the IMU orientation and position
in the world frame, v; is the IMU velocity, and by g,
b, are gyroscope and accelerometer biases. Camera poses
are obtained from this state using the calibrated camera-IMU
extrinsics.

Each estimator step consists of IMU propagation, visual data
association, and a visual-inertial update. The output is a metric
local trajectory, which becomes the odometry backbone for
loop-backend correction.

V. DBOW-STYLE LOOP RETRIEVAL AND GEOMETRIC
VERIFICATION

Long sequences can drift even when local visual-inertial
tracking remains stable. The loop stage looks for revisited
places and adds constraints only after they pass verification.
Image descriptors from the visual stream are indexed in a bag-
of-words database following the standard DBoW-style retrieval
approach [4]. Retrieval returns candidate keyframe pairs; it
does not create loop constraints by itself.

Each candidate is checked by geometric verification. Feature
correspondences are interpreted as calibrated bearing measure-
ments, and the candidate must pass relative-geometry checks
before metric alignment is attempted. This conservative step
is useful in construction-site scenes, where repeated structures
can look similar but correspond to different places.

VI. LOCAL METRIC ALIGNMENT AND 4-DOF
POSE-GRAPH CORRECTION

Verified loop candidates are converted into relative-pose
constraints through local metric alignment around the loop
pair. The alignment uses a short neighborhood of the query and
candidate keyframes, together with the local metric trajectory,
to estimate a relative translation-and-yaw constraint that agrees
with the visual-inertial scale and motion prior. The result is a
4-DoF metric loop edge between two trajectory nodes. In this
report, 4-DoF denotes graph optimization over 3-D position
and yaw.

The corrected trajectory is obtained by optimizing a 4-DoF
pose graph. Each graph node contains the 3-D position and
yaw angle,
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where t;; and 1&” are the measured relative translation and
yaw. Odometry edges come from the local visual-inertial
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trajectory, while loop edges come from verified local metric
alignment. The robust objective is
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where 77; and r,ﬁj are 4-DoF odometry and loop residuals, €27;
and Qij are information matrices, and p,, p; are robust loss
functions.

After graph optimization, the 4-DoF correction is applied to
the camera trajectory to produce the loop-backend corrected
trajectory. Roll and pitch are kept from the local visual-inertial
estimate. A loop hypothesis is rejected if it fails geometric
verification, metric alignment, or graph consistency checks.
This is safer than allowing a weak loop edge to bend the
trajectory.

VII. RESULTS AND DISCUSSION

Table I reports ATE RMSE before and after loop-backend
correction for the evaluated runs. The Loops column gives the
number of accepted loop constraints used by the correction
stage. Experiments were run on several desktop computers
under Ubuntu 24.04, including configurations with an AMD
Ryzen 7 9700X CPU.

TABLE 1
ATE RMSE BEFORE AND AFTER LOOP-BACKEND CORRECTION.
VIO Corrected
ATE RMSE  ATE RMSE
Sequence (m) (m) Loops
floor_2_2025-05-05_run_1 0.887138 0.746278 2
floor_2_2025-10-28_run_2 0.715175 0.681913 6

The reported entries are ATE RMSE values and show the
effect of loop-backend correction on the available runs. The
final submitted trajectory is taken from the corrected trajectory.

VIII. CONCLUSION

This report presents a SLAM-only visual-inertial method
for the Hilti x Trimble SLAM Challenge 2026. The system
starts with vision-only odometry, then uses VIBA to initialize
the inertial frame, velocity, and scale once the motion is
informative. The local estimator follows the same algorithmic
architecture as OpenVINS, and long-term drift is reduced
by DBoW-style retrieval, geometric verification, local metric
alignment, and 4-DoF pose-graph correction. The final output
is the loop-backend corrected trajectory.
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